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Data readiness
IS not data trust

THE DATA TRUST LAYER FOR DIGITAL WATER - WHITEPAPER 02

Ofwat's first Al plan names data quality as the
biggest barrier to Al in water. This is a reading of
what the plan actually says, why every regulator
that touches sensor-fed Al is converging on the
same finding, and the one layer none of them
has yet named.

Don't build on a false North.



// THE ARGUMENT IN ONE PAGE

Ofwat named the barrier.
Now name it precisely.

In June 2026, in the middle of AMPS, the largest investment period in the sector's history,
Ofwat published its first Al adoption plan for the water sector. Its most repeated finding did
not come from the regulator. It came from the water companies: the thing holding Al back is
not the algorithms, it is the data. The plan calls it "Al data readiness," and names it the
single biggest obstacle to getting value out of Al.

This paper makes one argument. "Al data readiness" has two meanings, and the sector is
about to fund the wrong half. The governance half, breaking silos, standardising a
taxonomy, documenting datasets, makes data consistent, findable and usable. It does not
make it true. A reading can be perfectly governed and still be a lie, because the sensor
behind it has drifted.

The missing half is a data trust layer: continuous validation of the signal itself, against
physics, at fleet scale, expressed as a trust score that a human and a machine can both act
on. None of this is a UK water story. The same two-pillar demand, govern the data and
keep a human accountable, is written into the EU Al Act for critical infrastructure and has
run in pharma for decades. Ofwat is simply the clearest and most recent regulator to say
the quiet part out loud.

// THE PRINCIPLE THAT GOVERNS EVERYTHING BELOW

A validation check that is almost right is more dangerous than no
check at all. It manufactures false confidence and ships it
straight into the bill, the report and the model.

The stakes are not abstract. The same telemetry that trains the model also sets the bill,
sizes the leak and signs the compliance return. A wrong reading does not stay in one
system. It propagates, gathering authority as it travels, until it is quoted back as factin a

report nobody thinks to question.



/l 01 WHAT THE PLAN ACTUALLY SAYS

A modest plan, a transitional one,
and a very large bill

Ofwat's plan is, by its own description, modest. It is also transitional. Ofwat, the economic
regulator for water in England and Wales, is being replaced by new regulatory bodies
following the Independent Water Commission and the government's water reform White
Paper. The plan is written as a blueprint designed to be inherited, its work carried into the
successor regulators and into a cross-regulator Al approach by 2027 to 2028. This is not a

document that expires. The expectations it sets are being handed forward.

It also lands at a specific moment. AMPS8, the 2025 to 2030 asset management period set
at PR24, carries a total expenditure allowance of around 104 billion pounds, a 71 percent
increase on the previous period, with enhancement spend quadrupled and the settlement
contested all the way to the Competition and Markets Authority. AMP8 marks a shift from
investment volume to investment value, and value means better decisions grounded in
reliable, real-time data. Ten million smart meters are being deployed across the same

window.
The regulator's work is organised into five workstreams:

= Understand how Al is being adopted across the sector

= Develop Al guidance, including principles, the beginning of an industry taxonomy, and
Al data readiness

®  Epable more innovation, through the Water Innovation Fund and shared and synthetic
datasets

= Develop monitoring and reporting approaches for Al use

= Build Ofwat's own internal Al capability

// THE WORKSTREAM THAT MATTERS

For anyone building on telemetry it is the second, and the phrase inside it
carrying the most weight is Al data readiness. The rest of this paper is about what
that phrase does and does not contain.




/l 02 THE FINDING THE COMPANIES HANDED BACK

Everyone agreed. That is the
part worth stopping on.

The plan is grounded in engagement with chief data officers and Al leaders across the
water companies. Asked where Al was already delivering, they pointed to leakage and
network operations, asset maintenance, billing and customer support, customer contact,
and regulatory reporting. Asked what was holding it back, they converged on a single
answer. Poor data quality and Al data readiness came back as the most cited risk to safe

and effective Al adoption.

// THE BARRIER, IN THE REGULATOR'S OWN WORDS

Al data readiness is "one of the biggest obstacles to getting
value out of Al solutions."

Everyone agreed. That is the part worth stopping on. When an entire industry reaches
consensus on a phrase that quickly, it is usually because the phrase is hiding a
disagreement about what the words mean. The sector is about to pour a decade of budget
behind "Al data readiness" without a shared definition of it, and the definition it reaches for

by default is the one that leaves the hardest part out.

Notice, too, what the answer was not. Not a shortage of models. Not a shortage of

vendors, compute or data scientists. Not even, mostly, a shortage of data: the sector is
drowning in telemetry. The barrier the operators named is trust in what that telemetry says.
They already have the numbers. What they cannot establish, at the scale their Al now runs

at, is which of those numbers are true.

This matters more here than in most industries. The water companies are not describing a
reporting inconvenience. They are describing the foundation under a 104 billion pound
programme, under every environmental commitment attached to it, and under the Al they

have already put into production.



/l 03 EVERY USE CASE RESTS ON THE SAME DEPENDENCY

The plan's own use cases,
and what they run on

The plan catalogues where Al is already at work in water, and it maps almost exactly onto
where AMP8's money is being spent and reported. Peel back each application and the
same dependency sits underneath: telemetry that has to be true, and almost never gets
checked. The plan says so itself for wastewater, noting that Al predicting blockages and
spills depends on "good quality monitoring data, reliable telemetry coverage."

AI USE CASE NAMED IN THE
PLAN WHAT IT RUNS ON WHAT A WRONG SIGNAL DOES

Leakage and networks DMA flows, pressure, acoustic Crews chase leaks that are not

loggers there

Asset maintenance Vibration, current, condition Wrong maintenance, or none at
telemetry all

Billing and debt AMR and AMI meter reads Mis-billed volumes, revenue

quietly lost

Customer contact Consumption patterns, event Wrong triage on corrupted inputs
signals

Regulatory reporting Quality, flow and discharge A confident, wrong figure,
sensors published

Blockage and spill Sewer level, rainfall, asset A missed spill, or a false alarm

prediction condition

These are not six problems. They are one problem, untrusted telemetry, felt in six places
the plan already cares about. A model that takes in a wrong reading does not fail loudly. It
produces a confident, wrong outcome and hands it to the person the plan holds

accountable.

// THE AMP8 DATA IMPERATIVE

The sector already calls data the foundation of AMP8, not a feature. Foundations
still have to bear weight. A governed dataset built on an unvalidated signal is a
foundation 'on sand.




/l 04 TWO READINGS OF THE SAME PHRASE

What "Al data readiness"
quietly leaves out

There are two ways to read "Al data readiness," and they are not the same problem. The
first is the governance reading. Break the silos, standardise the taxonomy, fix the asset
records, get the estate Al ready. This is real, it is necessary, and it is the half everyone
means. It is also the easier half. You can complete it in full, to the last field, and still feed
your Al a confident lie.

Watch where the plan points, and the reading gives itself away. The guidance Ofwat will
develop is slated to include principles, an industry taxonomy, and Al data readiness. The
frameworks it tells companies to lean on are the government Al Playbook, the Open Data
Institute's framework for Al-ready data, and government guidance on making datasets
ready for Al. Every one of those artefacts is about making data consistent, documented,
governed and usable. Not one of them asks whether the reading is true. Even Ofwat's own
move is structural: to support its internal Al it rolled out a data platform it describes as
creating "trusted data structures."

// THE DISTINCTION THAT GOVERNS EVERYTHING BELOW

Governance makes data consistent, findable and shareable.
It does not make it true.

The second reading is the one almost nobody is funding. Not whether the data is well-
formed, but whether the measurement is faithful to the physical system it claims to
describe. The distinction is easy to miss precisely because both readings use the same
vocabulary. Both say "quality." Both say "readiness." Both produce a dataset that passes
review. But one is asking about the record and the other is asking about the world, and only
the second can catch an instrument that has quietly stopped telling the truth.

Fund only the first and you will arrive in 2030 with a beautifully catalogued estate of data
you still cannot defend: every dataset documented, every field mapped, every lineage
traced, and no way to answer the only question an auditor, a customer or a model actually

cares about. Was the measurement true.



/l ©85 THE FAILURE THAT LOOKS FINE

You can govern a lie

A record can be perfectly formed and completely wrong. The schema is valid, the units are
right, the lineage is clean, the value sits inside the physical range, and the sensor behind it
has been quietly drifting for six months. The loud failures, a flatline or a gap, are the safe
ones: caught the same afternoon because they are obviously wrong. The expensive failure
is the analyzer drifting two percent a month, reporting a compliant-looking figure right up
until a regulator's own sample disagrees.

e Datalooks normal

No schema errors. Data arriving
on time.

WHAT IT SEES

e Data behaves strangely
Spikes, flatlines, stale data, slow drift.

WHAT ENGINEERS MISS

e The sensor is failing
Miscalibration, fouling, mechanical fault.

WHAT CAUSES REAL DAMAGE

Validation has to run at all three layers. Governance inspects only the top one. Each layer
down is harder to see and more expensive to get wrong, which is exactly the wrong way
round for a sector that checks the top and assumes the rest. The instrument that has
stopped telling the truth is invisible to everything above it, and it is the one that ends up in

the bill and the report.

// THE NINETY-PERCENT-RIGHT PROBLEM

A check that is ninety percent right is worse than no check at all. It manufactures
exactly enough confidence to act on the ten percent that is wrong, and ships a
wrong number with your seal on it.




/l 086 FROM ASSUMPTION TO ASSURANCE

Data health is not sensor health

Data drifts from reality for two different families of reasons, and the difference is the whole
game. Sensor health is the instrument and its world: calibration steps, slow ageing, fouling,
plain misconfiguration. Data health is everything that happens after the reading leaves the
sensor: clock drift, dropouts, compression artefacts, a swapped tag, a wrong unit. A
generic data-quality tool sees only the second family. A device's own diagnostics see only
part of the first.

OPERATIONAL DATA VALIDATION TRADITIONAL IT DATA QUALITY

PATA TYRE Time-series signals, real-time tags Tables, rows, structured fields

SYSTEN SOURCE  gensors, instruments, controllers Databases, APIs, warehouses

o mEs Drift, spikes, flatlines, calibration loss Nulls, schema mismatches, late
data

VALIDATION

Loorc Pattern detection, signal behaviour, physics  SQL rules, metric thresholds

OUER Process engineers, operations Data teams, IT

THE ACTION Diagnose sensor vs process Vs data issue Fix the data pipeline

WHAT IT COSTS  process upsets, wrong maintenance, unsafe  Report errors, ETL failures

states

Two different problems, owned by different people, resolved by different actions.
Traditional data quality is necessary, and it is not what the plan is missing. What is missing
is the left column: validation of the signal itself, before it becomes a bill, a report or a
training input. Assurance means catching both families at once, at fleet scale, against
physics. That is the shift the sector has not made: from assuming the number arrived

correctly to proving the number is true.



/l 07 ACCOUNTABILITY, AND WHY IT OUTLIVES OFWAT

The one duty Al cannot
take off your hands

The most reassuring part of the plan is that it avoids the hype. It is blunt that Al supports
human judgement rather than replacing it. The use of Al, it says, "does not replace
professional judgement, good governance or clear accountability," and companies
"remain responsible for the outcomes delivered by their use of Al." For critical
infrastructure, human oversight stays non-negotiable, whatever the model does.

Two things follow. First, this expectation does not retire with Ofwat. The plan is explicitly
transitional: its work passes to the new English and Welsh regulators and merges into a
cross-regulator Al approach by 2027 to 2028. The bar is being inherited, not lifted.

// THE SHARP EDGE

Accountability without signal validation is accountability without
instruments.

You are asking a named person to answer for an outcome while denying them any way to
know the input was honest. Human oversight of an Al is only real if the overseer can tell a
true reading from a plausible lie. On raw telemetry today, they cannot. The plan asks a
human to stand behind the output; the output stands on the signal. If nobody has validated
the signal, the accountability is nominal: a name on a report, attached to a number no one

in the organisation is in a position to defend.

An Al that can read a trust score does not act on a 43 out of 100. It qualifies, escalates, or
blocks until a human certifies the signal. The accountable human needs the same score, for
the same reason. This is what converts a nominal accountability into a real one: it gives the

person who signs something to act on before the number ever leaves the building.

// WHAT THE REGULATOR IS REALLY ASKING FOR

Not a better model. A defensible answer to the question of whether the input was
true, available to the human whose name is on the outcome.




/l 08 NOT A WATER STORY, AND NOT A UK STORY

The same rule is arriving
everywhere at once

Ofwat's two pillars, govern the data and keep a human accountable, are not a UK water
idea. They are the shape every regulator converges on the moment Al touches physical

infrastructure.

The EU Al Act says it in law. For high-risk Al, Article 10 requires that data be relevant,
representative, free of errors and complete for its purpose. Article 14 requires that a human
can effectively oversee the system, detect its failures and avoid over-reliance. And the Act
classes Al used in critical infrastructure as high-risk, which puts water and energy utilities
squarely inside it. Pan-European, cross-sector, backed by fines measured in percentages
of global turnover, and phasing in across 2026 and 2027. Pharma has run the oldest
version for decades: under data integrity and ALCOA plus, if the data is not trustworthy, it is

not compliant.

Now put the two pillars under load, and they fail at the same point. "Free of errors and
complete" is undecidable on a live sensor stream unless something validates that signal
against physical reality. And "effective human oversight" is a fiction if the overseer cannot
tell a true reading from a plausible lie. Every one of these regimes names governed data
and an accountable human. None of them provides the layer that makes either one true on

a sensor stream.

// THE CONVERGENCE

Three regulators, three continents, three vocabularies, one
unbuilt dependency. Whatever the acronym on the front of the
regulation, the question underneath is identical: can this reading
be believed.

Water is simply where it becomes visible first, because water runs on sensors, bills on
meters and reports on analyzers, all at once, and now has a regulator willing to name the
barrier out loud. The grid, gas and process industries are one regulatory cycle behind, and
they will arrive at the same door.



/l 09 THE LAYER, AND WHY IT IS NOT OPTIONAL

One trust layer, validated once

The plan's instinct, where the data falls short, is to reach for better sensors and richer data.
Necessary, and not sufficient. A new sensor drifts, fouls and ages exactly like the old one.
The question is not only whether you installed a good instrument, but whether the reading
it sent five minutes ago can be believed. That is not a hardware upgrade. It is a validation

problem, and you do not buy your way out of it with more hardware.

The missing piece is a data trust layer between the raw signal and the trusted data,
between Bronze and Gold. It detects the failures that pass every other check: the drift, the
fouling, the plausible-but-wrong. It runs the validate, estimate and edit process your
auditors already accept, automated and continuous rather than a person with a
spreadsheet. It puts a trust score on every signal and every asset, and it bolts on to the

historians, lakes and metering systems you already run.

-90% +10M -75%

Reduction in manual data Smart water meters verified Fewer false alerts in leak
validation time and protected detection

Validate once, trust everywhere. The fiscal-grade trust you build to defend an invoice is the
same Al-grade trust your model needs to be believed. You do not build this twice. The path
is one arc, taken in order: automate the validation you already do by hand, on the meters
you bill on, where the value is countable in the first quarter. Turn that into a continuous trust
score across the estate. Then make that score the readiness foundation your Al is safe to
scale on. Each step pays for the next, and the last step is the one the regulator is already
asking about.

No operator adopting this is pioneering alone. More than ten million water meters are
already validated this way, in production, at utilities running the layer today. It is not a
research direction. It is a category that already exists, sitting in the gap the regulation has

just made impossible to ignore.

// THE SHIFT IN ONE LINE

Validate once in the middleware, and let every downstream product, the bill, the
report and the model, consume data it can trust.




// CONCLUSION

Don't build on a false North

Every regulator that touches Al is arriving at the same door, and they are arriving faster
than the sector is building the room behind it. They got the diagnosis right. Data is the
bottleneck. The mistake now would be to stop at the comfortable half of the cure, to
mistake a governed dataset for a trustworthy one, and to discover the difference in an
audit.

The sector spent a decade installing the sensors. The next decade is about trusting them.
Regulation is making that trust non-negotiable, scale is making it impossible to do by hand,
and the most expensive failures are the quiet ones no dashboard was built to catch.

Data readiness makes your data usable. Only validation makes it true.

The fastest way to find out what your telemetry is hiding is to point the trust layer at one
slice of it. Start with your AMP8 billing and loss data, on a narrow, time-boxed scope. Prove
the recovered pounds and the saved hours on real streams. Then expand across the fleet
and up into the Al, on ground you can actually trust.

// THE SENSORS ARE EVERYWHERE. THE TRUST IS NOT.

That gap is the building block.

Don't build on a false North.

Bert Baeck
CEO, Timeseer.Al - bert@timeseer.ai

Sourced from Ofwat's Al adoption plan for the water sector during transition (June 2026), published under the Open
Government Licence v3.0; Ofwat's PR24 final determinations (December 2024) for AMP8 expenditure figures; and the
EU Al Act (Articles 10 and 14, high-risk classification). Platform figures are drawn from Timeseer.Al production
deployments. Timeseer.Al is an Industrial Data Validation platform, independent of and complementary to the systems it
validates.
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